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A Appendix Figures and Tables

Figure A.1: The Price of Safety: Comparison of h Variables, including ASVAB Components
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Notes: In both panels, he horizontal axis represents the coefficient on the amenity in a regression of

income on the one amenity controlling for hˆ , the predicted values from a regression of h on income

and amenity. All regressions are on the NLSY sample and run at the occupation level, weighted by

number of workers. Anderson-Rubin 95% confidence intervals shown at the occupation level.
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Figure A.2: Rate of Pay
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Notes: The histogram plots the rate of pay of the 4,899 individuals in the primary NLSY analysis

sample. Asked as part of the yearly Employer Supplement, respondents are prompted “what is the

easiest way for you to report your total earnings before taxes or other deductions: hourly, weekly,

annually, or on some other basis?” and if clarification is requested, the researcher will add that this

information is necessary to compare the amount that people earn in different jobs. After responding

to this question, the respondent will also be asked to estimate the amount earned in that timeperiod

(per hour, year, etc.). If the respondent is a teacher, a prompt will also be made that earnings should

be reported only over the number of months for which the respondent was paid for that job, which

is typically 9 or 10 months rather than per year.
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Figure A.3: Non-Parametric Safety Estimates by Sex
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Notes: Both panels are constructed in an identical way to Figure 5, except that they split the

sample on sex.
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Figure A.4: Income Gaps vs. Gaps in Frontiers, Hours � 40
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Notes: This figure reproduces Figure 11, but restricted to workers who report at least 40
hours of work per week.

5



Figure A.5: Income Gaps vs. Gaps in Frontiers, with Prestige
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Notes: This figure reproduces Figure 11, but includes the additional amenity of prestige.
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Figure A.6: Indifference Curves are Tangent to the Equilibrium Frontier

Panel A: Multiple Potential Tangencies
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Panel B: Non-Equilibrium Outcome
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Notes: This figure illustrates that if the frontier of jobs chosen does not lie tangent to each
worker’s indifference curve at the point of the job, then the equilibrium is not stable. Panel
A depicts two possible jobs for a worker-firm combination in the lower right corner. One of
them would result in a frontier that lies tangent to the nearby worker’s job choice, whereas
the other does not. Panel B illustrates that if the non-tangent job is chosen, then it results
in an off-equilibrium blocking situation, in which the nearby worker and the firm acting off
equilibrium could both be made better off if they were matched.
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Figure A.7: Balanced Idiosyncrasy

Notes: This simulation is calibrated such that Equation 10 in Section G is satisfied.
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Figure A.8: Unbalanced Idiosyncrasy

Panel A: Added variation in w

Panel B: Added variation in z

Notes: Each panel depicts a simulated data-generating process in which Equation 10 in
Section G is not satisfied. In Panel A, �2

⌫w is too large. In other words, there is too
much idiosyncrasy in wage determination that is not present for amenity determination.
The parameter estimated by my estimator, shown as a dashed line, is larger than the true
parameter � and so the estimated relative price of the amenity is high. In Panel B, the
simulation is calibrated such that �2

⌫z is too large, resulting in a smaller �̂.
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Figure A.9: Choice Framework

Notes: This figure represents hypothetical choice data for two workers, denoted by colors. The

accepted offer of each worker is boxed (Yij = 1). The red arrow indicates the direction in which Yij
is increasing, as is described in Online Appendix J.
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Table A.1: Construction of Amenity Measures

variable name source question response defining
amenity measure

regular schedule NLSY Do you “usually work a regular
daytime schedule or some other

schedule?”

regular daytime

non-profit Are you “employed by
government, by a private
company, or a non-profit

organization” or self-employed?

non-profit

safety

O*NET

“How often does this job require
exposure to minor burns, cuts,

bites, or stings?”

1 - “every day”

repetition “How important is repeating the
same physical activities (e.g., key
entry) or mental activities (e.g.,
checking entries in a ledger) over
and over, without stopping, to

performing this job?”

“extremely
important”

decision freedom “How much decision making
freedom, without supervision,

does the job offer?”

“a lot”

sitting “How much does this job require
sitting?”

“continually or almost
continually”

unstructured “To what extent is this job
structured for the worker, rather

than allowing the worker to
determine tasks, priorities, and

goals?”

“a lot of freedom”

time pressure “How often does this job require
the worker to meet strict

deadlines?”

“every day”
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Table A.2: OLS: Individual- vs. Occupation-Level

OLS OLS Proposed
Outcome: Income SD’s

Safety
SD’s

.078** -0.032 -.32***

-0.026 -0.027 -0.062

AFQT .014*** .030*** .072***
-0.0017 -0.0039 -0.0071

Constant -.51*** -1.20*** -2.98***
-0.047 -0.15 -0.32

Level of
Aggrega-

tion

Individual
(None)

Occupation Occupation

Notes: Standard errors in parentheses clustered at the occupation level. Sample is 4,899
workers in 397 occupations. Standard errors in the final column calculated by bootstrap.
Results in Column 2 are identical if the outcome is maintained at the individual level, since
none of the regressors vary within-occupation. * p<0.05, ** p<0.01, *** p<0.001
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B Solving the Binary Rosen Model
The following model closely follows the structure of Rosen (1986).
Denote by ⌘i an index of the human capital of worker i. Higher-skilled workers are

more productive. In a competitive market, ⌘i can also be thought of as an index of the
total compensation of the worker: the higher the ⌘i, the better wage and amenity options
available to the worker.
B.A Worker Utility

Worker i maximizes utility from monetary wages wi and a single non-monetary amenity
zi according to ui(wi,, zi). Workers supply a single unit of labor inelastically, but have a
choice in which job to work at. To build intuition in a simple model, consider the amenity
of cleanliness: the job is either unclean (zi = 0) or clean (zi = 1). Wages vary according
to the worker’s skill level and choice of amenity. A worker of skill level ⌘ makes a discrete
choice to work in the dirty job or clean job available to her, yielding ui(w0

⌘, 0) or ui(w1
⌘, 1),

respectively.
Define Ci as the wage premium for the unclean job at which worker i is indifferent

between having the amenity versus not: ui(w1
⌘, 1) = ui(w1

⌘ + Ci, 0). The premium Ci is the
compensating variation required to move the worker from zi = 1 to zi = 0, and it will be
positive if zi is a “good” amenity. Workers with a stronger affinity for the amenity will have
a higher Ci.28 In other words, Ci is the amount of wage compensation required to make the
worker indifferent between having the amenity and not.

If the amenity were continuous rather than binary, Ci would have a familiar interpretation
in terms of indifference curves. Ci would be called the marginal rate of substitution of the
worker, defined as

�u
�w
�u
�z

. Figure 3 Panel A illustrates the interpretation of Ci in the continuous
case. For now, we continue with the example of a binary amenity so that the illustrative
model can be solved in closed form.

In contrast to Ci, define �w⌘ = w0
⌘ �w1

⌘ as the actual wage premium supplied in market
⌘ for unclean jobs. In other words, �w⌘ is the market compensating differential for a worker
of skill level ⌘.

Workers will choose by comparing Ci to �w⌘. Any worker will choose the dirty job if the
wage premium for the dirty job is sufficiently large, that is if �w⌘ > Ci.
B.B Labor Supply

Ci is a random variable with some distribution across workers, perhaps varying by skill
level. Denote the PDF of Ci in market ⌘ by g⌘(C) and CDF G⌘(C). Given a market
compensating differential �w⌘, the number of workers in the unclean job is the number of

28No assumptions are placed on the joint distribution of ⌘i and Ci.
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workers for whom the actual premium exceeds the compensating variation they demand, for
whom �w⌘ > Ci. Integration over the distribution of C determines the supply of workers to
unclean and clean jobs:

SupplyClean=0
⌘ =

Z �w⌘

0

g⌘(C)dC = G⌘(�w⌘)

SupplyClean=1
⌘ =

Z 1

�w⌘

g⌘(C)dC = 1�G⌘(�w⌘)

Rosen (1986) discusses various shapes that the distribution of C may take, and their impli-
cations for the elasticity of supply. That discussion is beyond the scope of this paper. In
general, higher-variance distributions of C lead to a more elastic supply to z = 1 jobs.
B.C Firm Production

Analogous to the worker side, firm j maximizes profit function ⇡j(wj, zj).29 The impact
on profitability of operating clean rather than dirty varies across firms according to the ⇡j
function. Also parallel to the worker side, each firm is set up to produce using only a single
level of ⌘ (production is not elastic to workers of different skills). Whereas firms care about
the worker’s skill level, firms are indifferent to workers of various Ci.

Define Bj as the wage premium for the unclean job at which firm j’s profits are equal
whether it provides the amenity or not: ⇡j(w1

⌘, 1) = ⇡j(w1
⌘ + Bj, 0). In other words, Bj is a

measure of the cost to firm j of cleaning up its act, or analogously, the benefit of operating
dirty. Symmetric to the case of the worker, the firm will make its choice by weighing off
this benefit relative to the market wage premium �w⌘, and will choose to operate dirty if
�w⌘ < Bj.

If we were analyzing a continuous amenity, Bj would have an interpretation as the firm’s
marginal rate of technical substitution,

�⇡
�w
�⇡
�z

. This equivalence is illustrated in Figure 3 Panel
A.
B.D Labor Demand

Similar to the case of the workers, characterize the distribution of Bj in a market indexed
by skill level ⌘ with PDF f⌘(B) and CDF F⌘(B). Aggregate demand for the two types of
labor are:

DemandClean=0
⌘ =

Z 1

�w⌘

f⌘(B)dB = 1� F⌘(�w⌘)

29In this model, we do not think of the amenity as directly influencing the productivity of the worker. It
is purely another form of compensation that is costly for the firm to provide.
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DemandClean=1
⌘ =

Z �w⌘

0

f⌘(B)dB = F⌘(�w⌘)

B.E Matching Equilibrium
The competitive equilibrium without search frictions will be characterized by assortative

matching of workers to firms in each market. Workers with large Ci will be matched to firms
with low Bi. In other words, workers who must be paid the most to work in a dirty job will
be found in the firms that have the least benefit to production from operating dirty. In each
market, when supply and demand equate, the single wage premium for the amenity will be
the fixed point �w⌘ that solves G⌘(�w⌘) = 1� F⌘(�w⌘).

To more concretely emphasize the connection of the slope of the frontier to g(C) and
f(B), Figures B.1 and B.2 simulate equilibrium outcomes from primitives in the case of a
binary and continuous amenity, respectively. B.2 shows that the market-wide price of the
amenity is responsive to demand changes for the amenity, and each point along the frontier
represents a tangency of a worker’s indifference curve to a firm’s isoquant.

The primitives of the model are distributions of worker preferences g(C) and firm costs
f(B). In the case of a single binary amenity, Ci and Bj are parameters: willingness to
pay for a unit of the amenity or the lost profits to the firm of providing the amenity. In
the case of a continuous amenity, more generally each worker would have a schedule of
marginal willingness-to-pay across potential levels of the amenity, and similarly for firms’
costs. In other words, g(C) and f(B) would be distributions over functions mapping wage
and amenity combinations to utility or profits. To reduce the dimensionality of the problem,
my simulation in Figure B.2 takes C and B to be single-dimensional order statistics for
single-parameter functions.

A great deal of theory suggests that workers of different skill levels may have different
Ci. For instance, the “wealth” effects outlined by Weiss (1976) suggest that as workers
experience diminishing utility of income, non-pay job attributes may become relatively more
important. Some recent advances have been made in mapping the distribution g(C). The
surveys of Wiswall and Zafar (2018) and Maestas et al. (2018) have used stated choice to trace
out distributions across workers of these willingness-to-pay functions for several amenities.
Mas and Pallais (2017) have estimated g(C) for alternative work arrangements among call-
center applicants. Consistent with theory, empirical work has typically found a great deal
of heterogeneity across workers in willingness to pay for job amenities. If a researcher had
access to good information on both g(C) and f(B) across the full economy, it would be
possible to align these distributions and predict the marginal price faced by each worker,
thus tracing out the frontier  . However, we know little from an empirical standpoint about
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f(B), the cost to firms of providing the amenity.
The goal of this paper is not to estimate the distributions of worker preferences nor firm

costs. Instead, the aim is to directly estimate the shape of the  frontier. There is a close
theoretical relationship to research that traces the distribution of g(C) for each worker. If
u(w, z|Ci) is a function that maps values of w and z to utility, then the slope of the frontier
at the job taken by the worker is equal to

�u
�w
�u
�z

. It is also equal to
�⇡
�w
�⇡
�z

at the firm occupied by
the worker. The price each worker faces at the margin is a policy-relevant parameter because
it represents how much wage the worker would have to give up for a marginal change in the
amenity. A worker’s income plus the amenity times its marginal price is a measure of the
total compensation (in dollar units) of the worker.
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Figure B.1: Simulated Equilibrium with a Discrete Amenity

Panel A: Equilibrium
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Notes: Each panel depicts firms’ costs of providing a discrete amenity (B) and workers’ willingness to pay
for the amenity (C). The red vertical line in each panel represents the market-clearing price between firms
and workers. Firms to the left of the line provide the amenity to workers on the right of the line. To arrive
at this price from the generated distributions, I first matched the workers with the lowest C to the firms
with the highest B. This process is not depicted here, but to illustrate, a worker with a C of around .5 was
matched with a firm with a B of around 1.5. Intuitively, such a match would not result in the provision of
the amenity, as the firm would find it more profitable to supply the worker with .5 more wage income rather
than expend 1.5 of its profits to offer the amenity. I then checked to see at what point the joint distributions
of B and C cross, such that at that point, firms would be indifferent between supplying the amenity and
paying the additional wage, and after that point, firms would not find the amenity profitable. This point is
the equilibrium price at which supply and demand for the amenity clear, which is 1 for Panel A. Panel B
reflects a very different set of preferences, in which some workers’ willingness to pay for the amenity have
increased such that the distribution becomes right-skewed but the median is unchanged. Intuition would
suggest that increased demand for the amenity and unchanged supply should drive up the price. However,
no price change occurs because the marginal worker’s willingness to pay was not affected. In contrast, Panel
C demonstrates a distribution of willingness to pay in which the marginal worker has also increased; this, in
turn, leads to a price increase.
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Figure B.2: Simulated Equilibrium with a Continuous Amenity

Panel A: Equilibrium
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Notes: Each panel presents a distribution of worker preferences, firm costs, and the resulting
wage-amenity frontier. For this simulation, the worker utility function is parameterized
Cobb-Douglas as a function of Ci, ui = w1�Ci

i zCi
i , such that workers with higher Ci can be

said to have a higher affinity for z. Similarly, firms’ profits are parameterized as a linear
function of Bj, ⇡j = �Bjwj�zj, such that firms with higher Bj have higher costs of providing
the amenity. As in the discrete case, workers and firms are negatively matched on Ci and
Bj. Before discussing how the frontier is constructed, it is worth contrasting the frontiers
across the two panels. In Panel B, as workers have come to value the amenity more, the
frontier has tilted clockwise such that, at the margin, the amenity is more expensive. For
illustration, I have drawn the “kissing equilibrium” of firm production frontiers (red) with
worker indifference curves (blue) for two workers: one at the 10th percentile of C and one
at the 90th.
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C Conditional Independence Footnote

In Section III, I used the conditional independence assumption of (w, z) ? h|⌘ to equate

E[h|w, z, ⌘] with E[h|⌘]. Below, I show this step more formally.

E[h|w, z, ⌘] =
Z

Hfh|w,z,⌘(H)dH

=

Z
H
fh,w,z,⌘(H,W,Z,N)

fw,z,⌘(W,Z,N)
dHdWdZdN

=

Z
H
fh,w,z|⌘=N(H,W,Z)f⌘(N)

fw,z,⌘(W,Z,N)
dHdWdZdN

=

Z
H
fh|⌘=N(N)fw,z|⌘=N(W,Z)f⌘(N)

fw,z,⌘(W,Z,N)
dHdWdZdN by Cond. Indep. Assumption

=

Z
H
fh|⌘=N(H)fw,z,⌘(W,Z,N)

fw,z,⌘(W,Z,N)
dHdWdZdN

=

Z
Hfh|⌘=N(H)dH

= E[h|⌘]
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D Comparisons with OLS

In this appendix, I discuss what we can learn from the fact that OLS of wage on gender does

not change much with either the inclusion of occupation fixed effects or occupation-level

amenities. I conclude that we cannot hope to learn very much about the role of amenities

from this regression.

D.A Comparing Assumptions

I will write the specification with amenities as a structural equation so that we can discuss

potential DGP’s for structural errors:

Wagei = ↵Genderi + �Amenityo + �ObservedAbilityi + "i + ⌫i

Definitions:

• " is potential idiosyncratic factors (search frictions, networks, etc.)

• ⌫ is potential unobserved ability factors (motivation, etc.)

A tempting interpretation of a large ↵ is the following: The gender gap is not “caused by”

amenities that vary at the occupation level. There are four cases in which OLS has this

“causal” interpretation here.

1. No"and no ⌫

2. No " and ⌫ exogenous to amenities

3. " exogenous to amenities and no ⌫

4. " exogenous to amenities and ⌫ exogenous to amenties

We should probably scratch off #1 or #2 quickly, following the advice of Goldberger (1984)

and models discussed by Mortensen (2003). At a minimum, #3 and #4 now require us to
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believe that idiosyncratic factors like search frictions or networks lead to workers getting

observably better wages, but not better amenities, which doesn’t seem right.

#3 additionally requires that all of ability is observed, which seems stringent. In contrast,

#4 relaxes the need to observe all of ability, although we’d have to come up with a model

in which ability, though it affects wage, doesn’t actually affect amenities. This would be a

serious rejection of the theory of Rosen (1986).

The model I use in my paper is a different model from all of these: " and ⌫ cause not

only income but also amenities.

I feel that this is the model that jumps out at me from the Rosen framework. I think that

income and amenities should be thought of as being caused by ability (including effectively

idiosyncratic factors) and preferences. I also think this is the model that’s consistent with a

lot of the literature finding “ability bias.”

It happens that this model itself is in conflict with the OLS approach. If my model is the

correct DGP, then OLS doesn’t have a causal interpretation. Likewise, if any of models #2-

#4 were correct, then my results wouldn’t have a causal interpretation. The only difference

between my work and the typical approach is that I assume the fifth model. Like in the case

of Goldberger (1984), we get different results when we make different assumptions about the

structural error. We either have to abandon the research question or discuss which model

seems realistic.

D.B OLS cannot “control” for preferences without skill

Hedonic regressions indicate that women earn less than men, even controlling for observable
measures of skills. A typical regression used to investigate the skill-adjusted income gap
(without amenities) would be

Ê[wi|hi, F emalei] = �̂hi + ↵̂Femalei,

which typically yields a negative coefficient on ↵̂.
One hypothesis is that the remaining inequality is due to differences in amenities between
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men and women. This hypothesis has been tested by adding observable occupation-level
amenities to the hedonic regression equation. This approach is thought to make the types of
jobs more comparable, at least insofar as occupation-level amenities are sufficiently specific.
The regression equation looks like this:

Ê⇤[wi|hi, F emalei] = �̂hi + ↵̂Femalei + �̂zi,

where for operational simplicity we will consider zi to be only a single amenity.
The offer curve we have developed is wi + �zi = �hi + "i . In the context of the model,

the hypothesis that women are discriminated against in terms of total compensation is
equivalent to women of the same measured and unmeasured skill suffering from a persistently
lower budget constraint. To denote this, I introduce a shifter ↵ such that wi + �zi =

�hi + "i + ↵Femalei. In other words, for the same z and ⌘, a woman would necessarily
obtain lower w. We assume no difference in the distribution of " between men and women.

Under this model of the data-generating process, examining the probability limit of ↵̂
yields a familiar OVB term.

↵̂⇤ =
cov⇤(w, Female|z, h)
var(Female|z, h) = ↵ +

cov⇤(", F emale|z, h)
var(Female|z, h)

The second term is the OVB term and is necessarily negative. To see why, expand the
conditional covariance in the numerator to remove the conditioning on z:

cov⇤(", F emale|z, h) = cov⇤(", F emale|h)� cov⇤(", z|h)cov⇤(F, z|h)
var(z|h)

The first term is 0 as long as unobserved skills do not vary by gender conditional on
observed skills. But in the second term, we will subtract off a positive quantity whenever
z is a valuable amenity (cov(", z|h) > 0 ) toward which women have a particular affinity
(cov(F, z|h) < 0). This means ↵̂ will be downward biased in an additive way. Therefore,
even if there were no discrimination in the labor market (the true ↵ = 0), we would expect
to estimate a negative ↵̂ just because of preferences. Simply controlling for amenities – even
if we observed all relevant amenities at very granular levels – would not remedy this bias.
The nature of the bias stems directly from the unmeasured idiosyncrasy of the offer curve,
".
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E Multiple Amenities
Consider the generalized equation for the multi-dimensional frontier with various zk variables
representing either different amenities or higher-order polynomials in each amenity:

wi +
X

k

�kzk,i=hi + "i

The identification assumption must hold for each zk:

cov("i, wi)

cov("i, zk,i)
=

cov(hi, wi)

cov(hi, zk,i)

Then �̂k can be represented similarly as before as a ratio of regression coefficients from

E⇤[hi|wi, zi] = �̂wwi +
X

k

�̂zkzk,i

�̂k =
�̂zk
�̂w

23



F Non-monotonicity of h
Section III assumed E[h|⌘] was everywhere strictly monotone in ⌘. Since E[h|⌘] was identified
by ĥ, this implied that every quantile of ĥ corresponded to a different quantile of ⌘.

To convert ĥ to quantiles of ⌘ in the absence of global monotonicity, the procedure is
modified as follows. First, quantiles of ĥ are constructed as ordinary. If E[h|⌘] is non-
monotonic, then it is also the case that the function E[h|w, z] is non-monotonic. This means
that when plotted in w-z space, some quantiles of ĥ will be disconnected sets, i.e., they
will contain (w, z) tuples that are separated from each other by another quantile of ĥ. The
problem is now that no matter how small we divide quantiles of ĥ, there is still the possibility
the same quantile of ĥ may correspond to two levels of ⌘; for instance, this would certainly
be the case if ⌘ is strictly monotone in w-z space. But all that needs to be done is to modify
the quantiles of ĥ such that disjoint sets are coded as separate levels. Every level of the
re-coded ĥ quantiles will now correspond exactly to a different quantile of ⌘.
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G A Reduced-Form Model
In the model of Section II, workers chose wages and amenities according to preferences and
subject to a budget constraint with slope �, the level of which was indexed by ⌘. The only
unobserved component of the model was ", the unobservable skill component. Although
this model allows for a principled application of economic logic to the labor market, the
simplifications limit the extent of the analysis. For instance, what if wage or amenities are
observed by the researcher with imprecision? Such problems of measurement error are known
to contribute to bias in OLS when affecting regressors. How would additional idiosyncratic
variation in wage or amenity bias the estimator?

Whereas the baseline model allowed for unobserved variation only in the determination
of the offer curve, this section extends the model to incorporate additional unspecified un-
observed variation in both wage and amenity determination. The purpose of this exercise
is to determine under what constraints on these idiosyncratic terms �̂GMM still retains an
interpretation as a relative price of the amenity.

The simplest statistical framework can be described as two equations governing worker
i’s choice of wage wi and amenity zi. First, each outcome is a function of skill level, ⌘i,
which increases potential wage by �w and potential amenity by �z. Second, each outcome
is affected by a sorting parameter indicating the worker’s place along the frontier, which I
refer to as ⌧i. It is important to note that ⌧i has no natural structural interpretation; in
particular, it does not correspond directly to any parameter of the worker’s utility function.
I introduce this reduced-form parameter to capture the result from the structural model
that – as a result of heterogeneous valuations of both workers and firms – workers will be
scattered along the income-amenity frontier, and their place along that frontier is indexed
by ⌧i. Without loss of generality, the variables ⌧i and ⌘i are independent and can be assumed
to be mean-zero.30 Equations 5 and 6 describe this statistical model.

wi = �w⌘i + �⌧i (5)

zi = �z⌘i � ⌧i (6)

wi + �zi = (�w + �z�)⌘i (7)

Equation 7 multiplies Equation 6 by � and adding it to Equation 5. By subtracting
30The definition that ⌧i and ⌘i are independent in no way limits the model to a particular class of utility

functions. It is simply a definition of ⌧i relative to similarly skilled workers. Thus, there is not intended to
be a direct correspondence between ⌧i and any parameter of the utility function.
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out the ⌧ term, Equation 7 provides the mapping of the general statistical model back to
the simplistic budget-curve model of Section II, which did not rely on the reduced-form
parameter ⌧ .

G.A Measurement Error (Statistical Noise)
The parameter � still represents the relative price of wage and amenity. In this model, if
we observed ⌘ then we could learn � from the data. All unexplained heterogeneity between
workers of similar skill could be attributed to preferences, and their differing choices would
trace out a line of slope �.

However, there may be other sources of heterogeneity in wage and amenities that are also
unobserved. In Section III, I address unobserved skill heterogeneity in the model of Section
II by decomposing ⌘i into an observed part called hi and an unobserved part called "i. But
a variety of competing models – including discreteness of job choices, optimization frictions,
and multi-dimensional skills – suggest that not all unobserved heterogeneity in job choices
can be modeled as unobserved inward-outward shifts of the same-sloping offer curve. To
discuss these likely complications to the simple model, I introduce into the statistical model
idiosyncratic perturbations in a worker’s wage or amenity, rather than common shocks to
both. I denote ⌫wi and ⌫zi as independent idiosyncratic components of wi and zi. Below,
Equations 8 and 9 reproduce Equations 5 and 6 with these additional sources of idiosyncrasy.

wi = �w⌘i + �⌧i + ⌫wi (8)

zi = �z⌘i � ⌧i + ⌫zi (9)

With the additional level of unobserved heterogeneity, it is not obvious what can be learned
from the data. In the strict model of Section II, any worker with an average level of measured
skills (h) seen with a high wage and average level of amenities would be interpreted as having
a high level of unobserved skill (") combined with a strong preference to translate that skill
into wage (⌧) at the prevailing price, �. With the additional sources of heterogeneity, it’s
equally likely this is a worker of average skill and average preferences, who simply received
an inexplicably high wage offer, represented by a high ⌫w.

In order to learn from data that is thought to have been generated by the general statis-
tical model of Equations 8 and 9, it is necessary to place an assumption of well-behavedness
on these error terms, given by Equation 10 below. If this well-behaved condition is satisfied,
then the same estimator that consistently estimates the parameter of the model of Section
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II will also consistently estimate � from Equation 9.

�2
⌫w

�2
⌫z

= ���
w

�z
(10)

Equation 10 states that the variance of the idiosyncratic term in wage relative to the
geometric mean of variance in wage due to preferences and skills is equal to the analogous
ratio for the amenity. Figure A.7 shows a graphical interpretation of this condition by means
of a simulation. If the condition does not hold, it is still possible to discuss the direction of
the bias. As the variance of ⌫w gets large, the estimate of �̂ will approach infinity, whereas
the estimate of �̂GMM tends to 0 as the variance of ⌫z increases. Figure A.8 depicts the
tilting of �̂ relative to � in each of these scenarios, as deviations from the simulation of
Figure A.7.
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H �̂Linear is equivalent to a ratio of coefficients
The interpretation of the estimator as a ratio of OLS coefficients is particularly useful in
adapting the model to multiple amenities.

Consider the linear regression of hon w and z:

E⇤[hi|wi, zi] = �̂wwi + �̂zzi. (11)

The estimator is algebraically equivalent to the ratio of these two coefficients, �̂GMM = �̂z
�̂w

.
The usefulness of the regression of Equation 11 is somewhat surprising given that the

error term, which is thought to contain unmeasured skill, would be correlated with the
regressors. Endogeneity of the error term typically biases coefficients. Although there is
not an obvious definition of bias in this case as Equation 11 does not correspond to any
sensible structural equation, it is true that we expect the coefficients �̂w and �̂z to change
depending on the precision with which skill is observed. If we suppose workers are on linear
frontiers of Section II such that wi + �zi = ⌘i = hi + "i (i.e., wage and amenity coefficients
of 1 and �, respectively), then the probability limits of the coefficients are �̂⇤w = 1

1+� and
�̂⇤z = �

1+� , where the constant � is a scaling factor for the relative variances of h and ":
� = cov(hi,zi|wi)

cov("i,zi|wi)
= cov(hi,wi|zi)

cov("i,wi|zi) (the conditional covariances should be read as linear projections).
That this equality holds such that the � scaling is the same for both probability limits hinges
on the linearized version of Condition 2 holding:

cov⇤(w, h|⌘) = cov⇤(z, h|⌘) = 0 (12)

H.A Proof
Consider the linear regression of h on w and z, reproducing Equation 11:

E⇤[hi|wi, zi] = �̂wwi + �̂zzi.

Proposition: The proposed estimator is algebraically equivalent to the ratio of these
two coefficients, �̂GMM = �̂z

�̂w
.

Proof of Proposition
Lemma 1: If Condition 12 holds, then cov(w,"|z)

cov(w,h|z) =
cov(z,"|w)
cov(z,h|w) ⌘ � for some number �.

Proof of Lemma 1
Condition 12 states that cov(w, h)� cov(w,⌘)cov(h,⌘)

var(⌘) = 0 and cov(z, h)� cov(z,⌘)cov(h,⌘)
var(⌘) = 0, so

cov(w,h)
cov(z,h) = cov(w,⌘)

cov(z,⌘) . Since ⌘ = h+", a condition similar to that of Condition 12 must hold, but
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replacing h with ", so we also have cov(w,")
cov(z,") = cov(w,⌘)

cov(z,⌘) . Equating the two steps and re-arranging,
we can write cov(w,h)

cov(w,") = cov(z,h)
cov(z,") ⌘ K for some number K. By a creative multiplication with

1, K can be rewritten
Kcov(z,")�K cov(w,")cov(z,w)

var(w)

cov(z,")� cov(w,")cov(z,w)
var(w)

. Since our identification assumption yielded

cov(w, h) = cov(w,⌘)cov(h,⌘)
var(⌘) and cov(w, ") = cov(w,⌘)cov(",⌘)

var(⌘) , we have cov(w, h) = Kcov(w, ") and
by similar steps cov(z, h) = Kcov(z, "). These substitutions allow us to rewrite K further as
cov(z,h)� cov(w,h)cov(z,w)

var(w)

cov(z,")� cov(w,")cov(z,w)
var(w)

. Applying the definition of conditional covariance, K = cov⇤(z,h|w)
cov⇤(z,"|w) , and

analogous steps can be followed to show that K is also equal to cov(w,h|z)
cov(w,"|z) . By combining

these two expressions of K, cov⇤(z,h|w)
cov⇤(z,"|w) =

cov⇤(w,h|z)
cov⇤(w,"|z) , which we will call attenuation parameter

�.
End Proof of Lemma 1
In the model of Section II, wi + �zi = hi + "i. The probability limits of the coefficients

are derived as follows, where all conditional variances and covariances are linear projections:

�̂⇤w =
cov⇤(h, w|z)
var(w|z)

= 1� cov⇤(", w|z)
var(w|z)

= 1� cov⇤(", w|z)
var(w|z)

cov⇤(h, w|z)
cov⇤(h, w|z)

= 1� �̂⇤w�

=
1

1 + �

�̂⇤z =
cov⇤(h, z|w)
var(z|w)

= � � cov⇤(", z|w)
var(z|w)

= � � cov⇤(", z|w)
var(z|w)

cov⇤(h, z|w)
cov⇤(h, z|w)

= � � �̂⇤z�

=
�

1 + �

Thus, the probability limit of �̂z
�̂w

is � when the model of Section II is applied.
In the more general statistical model of Section G, the probability limits of the coefficients
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can be derived in a similar way. As a function of primitives, the outcome-generating equations
are wi = �w(hi + "i) + �⌧i + ⌫wi and zi = �z(hi + "i) � ⌧i + ⌫zi . Solving for h, we have the
slightly more complicated frontier h = w+�z�⌫w��⌫z

�w+��z � ".

�̂⇤w =
cov⇤(h, w|z)
var(w|z)

=
var(w|z)� �2

⌫w

var(w|z)(�w + ��z)
� cov⇤(", w|z)

var(w|z)

=
var(w|z)� �2

⌫w

var(w|z)(�w + ��z)
� cov⇤(", w|z)

var(w|z)
cov⇤(h, w|z)
cov⇤(h, w|z)

=
var(w|z)� �2

⌫w

var(w|z)(�w + ��z)
� �̂⇤w�

=
var(w|z)� �2

⌫w

var(w|z)(�w + ��z)(1 + �)

�̂⇤z =
cov(h, z|w)
var(z|w)

= �
var(z|w)� �2

vz

var(z|w)(�w + ��z)
� cov⇤(", z|w)

var(z|w)

= �
var(z|w)� �2

vz

var(z|w)(�w + ��z)
� cov⇤(", z|w)

var(z|w)
cov⇤(h, z|w)
cov⇤(h, z|w)

= �
var(z|w)� �2

vz

var(z|w)(�w + ��z)
� �̂⇤z�

= �
var(z|w)� �2

vz

var(z|w)(�w + ��z)(1 + �)

The ratio is

�
var(w|z)
var(z|w)

var(z|w)� �2
vz

var(w|z)� �2
⌫w

= �
var(w|z)var(z|w)� var(w|z)�2

vz

var(w|z)var(z|w)� var(z|w)�2
⌫w

In the general statistical model, there are two sets of cases in which the probability limit
of the ratio of coefficients is �. First, in the special case in which �2

vw = �2
vz = 0, we have a

statistical model isomorphic to that of Section II. Second, when the idiosyncratic components
are well balanced such that �2

⌫w

�2
vz

= var(w|z)
var(z|w) .

End Proof of Proposition
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I Bias when ID Condition Fails
To focus on the question of bias relating to the identification assumption, rather than issues
of functional form, I assume that the true data generating process is linear in parameters. In
particular, I will use linear regression functions to approximate the following two conditional
expectation functions:

1. E[w|z, ⌘] is linear in z, with parameter �, such that each Rosen frontier can be written:

w � �z = ⌘ (13)

2. E[h|⌘] is not only monotone but also linear. Denote the linear function by �⌘, and by
Equation 13, the conditional expectation can be written �(w � �z). Thus, E[h|w, z]
can be approximated by a linear regression of h on w and z.

The empirical approximation to E[h|w, z] is estimated by predicted values ĥ from a linear
regression of h on w and z:

ĥ = Ê⇤[h|w, z]

In other words, ĥ = �̂w + ̂z =
ˆcov⇤(h,w|z)
ˆvar(w|z) w +

ˆcov⇤(h,z|w)
ˆvar(z|w) z.

ĥ =�̂w + ̂z

=
ˆcov⇤(h, w|z)
ˆvar(w|z) w +

ˆcov⇤(h, z|w)
ˆvar(z|w) z

=
ˆcov(h, w)� ˆcov(h,z) ˆcov(w,z)

ˆvar(z)

ˆvar(w)� ˆcov(w,z)2

var(z)

w +
ˆcov(h, z)� ˆcov(h,w) ˆcov(w,z)

ˆvar(w)

ˆvar(z)� ˆcov(w,z)2

var(w)

z

=
ˆcov(h, w) ˆvar(z)� ˆcov(h, z) ˆcov(w, z)

ˆvar(w) ˆvar(z)� ˆcov(w, z)2
w +

ˆcov(h, z) ˆvar(w)� ˆcov(h, w) ˆcov(w, z)

ˆvar(z) ˆvar(w)� ˆcov(w, z)2
z

The following equations will be useful to simplify some of the sample variances and
covariances:

ˆvar(ĥ) = ˆvar(�̂w + ̂z)

= �̂2 ˆvar(w) + ̂2 ˆvar(z) + 2�̂̂ ˆcov(w, z)
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ˆcov(w, ĥ) = ˆcov(w, �̂w + ̂z)

= �̂ ˆvar(w) + ̂ ˆcov(w, z)

ˆcov(z, ĥ) = ˆcov(z, �̂w + ̂z)

= �̂ ˆcov(w, z) + ̂ ˆvar(z)

The parameter � can be estimated from the linear regression (the first assumption of
linearity):

Ê⇤[w|z, ĥ] = �̂z + �̂ĥ

First, I will derive a simpler expression for �̂ in the linearized model.

�̂ =
ˆcov⇤(w, z|ĥ)

ˆvar(z|ĥ)

=
ˆcov(w, z) ˆvar(ĥ) � ˆcov(w, ĥ) ˆcov(z, ĥ)

ˆvar(z) ˆvar(ĥ) � ˆcov(z, ĥ)2

=
ˆcov(w, z)(�̂2 ˆvar(w) + ̂2 ˆvar(z) + 2�̂̂ ˆcov(w, z)) � (�̂ ˆvar(w) + ̂ ˆcov(w, z))(�̂ ˆcov(w, z) + ̂ ˆvar(z))

ˆvar(z)(�̂2 ˆvar(w) + ̂2 ˆvar(z) + 2�̂̂ ˆcov(w, z)) � (�̂ ˆcov(w, z) + ̂ ˆvar(z))2

=
ˆcov(w, z)(�̂2 ˆvar(w) + ̂2 ˆvar(z) + 2�̂̂ ˆcov(w, z)) � (�̂2 ˆcov(w, z) ˆvar(w) + �̂̂ ˆvar(w) ˆvar(z) + �̂̂ ˆcov(w, z)2 + ̂2 ˆcov(w, z) ˆvar(z))

ˆvar(z)(�̂2 ˆvar(w) + ̂2 ˆvar(z) + 2�̂̂ ˆcov(w, z)) � (�̂2 ˆcov(w, z)2 + 2�̂̂ ˆcov(w, z) ˆvar(z) + ̂2 ˆvar(z)2)

=
ˆcov(w, z)(�̂̂ ˆcov(w, z)) � (�̂̂ ˆvar(w) ˆvar(z))

ˆvar(z)(�̂2 ˆvar(w)) � (�̂2 ˆcov(w, z)2)

=
�̂̂ ˆcov(w, z)2 � �̂̂ ˆvar(w) ˆvar(z)

�̂2 ˆvar(z) ˆvar(w)) � �̂2 ˆcov(w, z)2

= �
̂

�̂

= �
ˆcov(h, z) ˆvar(w) � ˆcov(h,w) ˆcov(w, z)

ˆcov(h,w) ˆvar(z) � ˆcov(h, z) ˆcov(w, z)

The above expression for the estimator �̂ writes the estimator as a ratio of coefficients,
� ̂

�̂
, rather than as a two-step estimator. I next proceed to take the probability limit of the

estimator, plugging the structural equation for the Rosen frontier.

plim �̂ = �var(⌘ + �z)cov(h, z)� cov(z, ⌘ + �z)cov(h, ⌘ + �z)

var(z)cov(h, ⌘ + �z)� cov(z, ⌘ + �z)cov(h, z)

� [var(⌘) + �2var(z) + 2�cov(z, ⌘)]cov(h, z)� [cov(z, ⌘) + �var(z)][cov(h, ⌘) + �cov(h, z)]

var(z)[cov(h, ⌘) + �cov(h, z)]� [cov(z, ⌘) + �var(z)]cov(h, z)

Re-arranging to make cancellations apparent among terms multiplied by cov(h, z):
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�
[var(⌘) + �2var(z) + 2�cov(z, ⌘)]cov(h, z)� [cov(z, ⌘) + �var(z)]�cov(h, ⌘)� [�cov(z, ⌘) + �2var(z)]cov(h, z)]

cov(h, ⌘)var(z) + �var(z)cov(h, z)� [cov(z, ⌘) + �var(z)]cov(h, z)

� [var(⌘) + �cov(z, ⌘)]cov(h, z)� [cov(z, ⌘) + �var(z)]�cov(h, ⌘)

�cov(h, ⌘)var(z)� �cov(z, ⌘)cov(h, z)

�var(⌘)cov(h, z) + ��cov(z, ⌘)cov(h, z)� cov(z, ⌘)cov(h, ⌘)� �var(z)cov(h, ⌘)

cov(h, ⌘)var(z)� cov(z, ⌘)cov(h, z)

Factoring out � and re-arranging (including removing neg sign)

cov(z, ⌘)cov(h, ⌘) + �var(z)cov(h, ⌘)� var(⌘)cov(h, z)� �cov(z, ⌘)cov(h, z)

cov(h, ⌘)var(z)� cov(z, ⌘)cov(h, z)

Now we can see conditional covariances take form

�[var(z)cov(h, ⌘)� cov(z, ⌘)cov(h, z)]� [var(⌘)cov(h, z)� cov(z, ⌘)cov(h, ⌘)]

cov(h, ⌘)var(z)� cov(z, ⌘)cov(h, z)

�[cov(h, ⌘)� cov(z,⌘)cov(h,z)
var(z) ]� � var(⌘)

var(z) [cov(h, z)�
cov(z,⌘)cov(h,⌘)

var(⌘) ]

cov(h, ⌘)� cov(z,⌘)cov(h,z)
var(z)

� � var(⌘)

var(z)

cov⇤(h, z|⌘)
cov⇤(h, ⌘|z)

If cov⇤(h, z|⌘) = 0, then bias is none.
Suppose the identification assumption does not hold. In particular, let our h variable

be not just a proxy for ⌘, but furthermore a positive correlate of z even after conditioning
linearly on ⌘, so at every ⌘, cov(z, h|⌘) > 0 and cov(w, h|⌘) < 0. This could be the case,
for instance, if h were a skill highly valued in high-amenity jobs or if workers with a high
amenity preference sought to increase their h.

Of course the variances are positive, and we should typically think of the denominator
cov⇤(h, ⌘|z) as being positive, since at any level of the amenity, workers with more h are
expected to have better compensation. Therefore, if it is the case that cov⇤(z, h|⌘) > 0 then
we should expect �̂ < �. If z is a “costly” amenity, then � will be negative. A further
negative bias will cause the amenity to appear even more costly than it actually is.
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J Relation to Framework Using Choice Data

The typical choice-theoretic problem is to identify preferences for wage versus an amenity

from data on job acceptances and rejections. Assume we have designed the choice experiment

such that individuals only consider wage w and a single amenity z. The data on choices may

be either hypothetical or real. An individual i makes a discrete choice among jobs indexed by

j. The simplest model would be to assume the individual maximizes a linear utility function

with a match-specific error "ij and individual-specific term ⌘i:

uij = ↵ww + ↵zz + ⌘i + "ij

A common variant of this set-up is to also subscript the ↵ coefficients by i, as preferences

are thought to vary across workers. The mean preferences could be estimated, or a distri-

bution of preferences. Define Yij as an observed indicator for whether individual i chose job

j.

Issues of functional form arise here due to the fact that the observed Yij is binary, whereas

uij is not. McFadden (1973) shows that the conditional logit specification can consistently

estimate the ↵ parameters when "ij is Type 1 Extreme Value. In the interest of clarity, let

us put aside these issues of functional form for now.

The key assumption in the choice framework is a correspondence between observed choices

Yij and the level of unobserved utility uij. In other words, workers have at least some weak

tendency to choose the best job in utility terms. The relationship between Yij and uij is

imperfectly observed due to idiosyncratic factors "ij. In the data workers may mistakenly de-

viate from their optimum, but critically, when workers don’t choose the best job, these errors

are idiosyncratic; workers don’t systematically choose the higher-wage or higher-amenity job.

The restriction imposed on Y is essentially the same restriction I impose on h in Section II.

Both Y and h correspond, imprecisely but unbiasedly, to more-preferable jobs. Figure A.9

illustrates this choice model, and how the relative magnitudes of ↵w and ↵z are identified
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as the ratio of coefficients from a regression of choice on wage and amenity, similar to my

proposed estimator that uses observed skills.

Although the estimating equation is similar to my strategy, the interpretation when using

choices as opposed to observed skills is different in a nuanced but important way. In the

typical theory of compensating differentials reviewed in Section II, the quantities estimated

by either approach correspond to a worker’s marginal valuation of the amenity, which is

the slope of the indifference curve. The only difference is where this approximation is being

taken. In the choice framework, the valuation corresponds specifically to the region of job

choices being offered to the worker in the study. In my framework using actual jobs held

among a representative group of workers, the estimate corresponds to the valuation of the

worker who was marginal in the labor market sorting equilibrium. That worker’s marginal

valuation is therefore equivalent to the amenity price at that point, which is also the local

slope of the Rosen frontier.
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