
AI Context Pack Evaluation Assignment

Alex Bell – Fall 2026

Reuse statement: Instructors are welcome to adapt this assignment with attribution.

Objective
At least once during this course, you will create a context pack that helps a frontier AI system 
reason about one labor economics module more effectively than it can using general context 
accessible to it alone. This assignment develops your independent voice and your ability to identify 
and answer important research, literature, and policy questions. It also builds your skills to use AI as 
a tool to accumulate and organize context so that you can focus your attention more efficiently on 
the frontier of what is currently known.

Topic and deadline
Choose one module from the syllabus. Unless otherwise approved, submit the assignment within 
two weeks after we finish that module. Later submissions receive a 10% deduction. Consult the 
syllabus early and identify a module you would like to understand more deeply.

What to submit
1. context_pack.md
Submit one Markdown file written for a capable AI agent with general knowledge and internet 
access. There is no fixed word limit, but unnecessary length earns no credit and may degrade 
performance. You are encouraged to work with an AI agent to improve the pack's organization and 
readability. You remain responsible for its economics, evidence, citations, and instructions. The 
pack should provide reusable substance, not merely material tailored to produce one memorized 
answer.

2. questions.txt
You may begin with no more than approximately 500 words of premise context that all evaluation 
agent turns should use—for example, equations from an economic model, a precise empirical 
setting, or background on a policy issue. Then submit exactly three questions labeled Turn 1, 
Turn 2, and Turn 3. They will be asked sequentially in one transcript.

Your questions should address substantively important issues: how the world works, how to 
interpret evidence, how a literature changes our understanding, or how research connects to labor-
market policy or practice.

At the MA level, a context pack that materially changes priors about a literature is suitable. At the 
PhD level, most or all questions should concern how the world works, not only how the literature 
works, and should demonstrate genuine knowledge production. Literature may supply useful 
evidence, but a literature-summary question alone is generally insufficient.

The instructor may ask related held-out questions or variations that you did not submit. These assess 
whether the pack creates reusable understanding rather than storing answers only to your three 
disclosed questions. You are encouraged to test your pack in this way as well.



3. rubric.txt (optional)
Optionally, in no more than 200 words, identify three to five observable features of a strong answer 
to your questions and the most important material failures. You may specify necessary distinctions, 
reasoning, evidence, and calibration. The instructor may approve, revise, or replace this rubric 
before the comparison. The course-wide grading criteria below remain controlling.

4. Preliminary evaluation record
Run a preliminary control-versus-treatment comparison on a frontier model and upload the 
complete transcripts you reviewed. Identify the model and version, provide the exact prompts, and 
report the tool and network settings. Follow the evaluation-integrity requirements below. 

5. Response after evaluation
Submit brief feedback on the assignment, including what you learned from comparing the control 
and treatment transcripts. You may discuss the biggest challenges, what you would do differently, 
or how you would change the assignment for future students.

Evaluation procedure
I may use a QA agent to assess the reliability and integrity of the context pack and student rubric. I 
may also run fresh treatment and control frontier agents on your context pack and supplied 
questions.

 The control agent receives your premise context and questions.
 The treatment agent receives the QA report, if any, along with your context pack, premise 

context, and questions.
The general instructions I will give to these agents will not be disclosed to you. Your rubric may be 
used as a question-specific scoring aid, applied identically to both transcripts. The course-wide 
grading criteria (below) also apply. Answers will be judged by the quality of their reasoning and 
evidence.

Evaluation integrity

Your context pack is expected to influence the treatment agent by defining terms, organizing 
evidence, stating equations, clarifying disputes, and recommending sound reasoning procedures. It 
may not contain hidden or encoded material, evaluator-directed instructions, disguised answer keys, 
fabricated or unverifiable sources, or false or misleading factual claims. The preliminary evaluation 
must likewise prevent either agent from using account-specific context, user memory, or prior 
conversations.

Grading 
I will assign your grade based on two equally weighted criteria:

Importance, novelty, and quality of your questions — 50%

Substantive value added to those questions by your context — 50%


